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The use of transforms in data compression algorithms is at least 40 years old. The goal of this white
paperN originally published as a series of posts on Cardinal PeakOs:ompany blogN is to provide the
mathematical background necessary for understanding transforms and to explain why they are a valuable
part of many compression algorithms.

IOl focus on video since thatOs my particular interes$ection 1 reviews vectors, the dot product, and
orthonormal bases. Section 2 introduces the use of matrices for describing both one and two-dimensional
transforms. Finally, Section 3 gives an example and explains intuitively why transforms are a valuable
part of video compression algorithms.

1. Vectors, the Dot Product, and Orthonormal Bases

Remember back in high school when you learned the Odot productO befeen two vectors? It turns out that
this operation is at the heart of a powerful way of thinking about transforms such as the DFT, the DCT,
and the integer transform used in H.264. In this section | review some key concepts weOll need including
vectors, the dot product, and orthonormal bases. So letOs gestarted!

An n dimensional vector is just a collection of n numbers. By convention the numbers are usually written
in a column, like this:

-1

Vector concepts are valuable in signal processing because a discrete, or digital, signal is nothing more
than a collection of numbers. In other words, a discrete signal (of finite length) is a vector. The numbers in
a vector can be samples of a music waveform, pixels in an image, or samples from any signal that tickles
your fancy. We call the numbers that make up a vector the components of the vector. Any operation that
can be performed on a vector can be thought of as an operation performed on a discrete signal.

Now, an n dimensional vector can be viewed in two ways:

I As a point in n-dimensional space (i.e., the components of the vector are the coordinates of a
point); or

' As adirected line segment with its tail at the origin and its head at the point specified by its
coordinates (this is the way we normally think of a vectorN as an OarrowO with a defit@
direction).
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The Pythagorean Theorem tells us how long a vector is as a function of its components:

If you have two vectors, then the dot product between them is computed by multiplying their
corresponding components together and summing up the products. Mathematically we express this as

We see immediately that

T ENiar:

It can also be shown that
a!l =|alllnllt# 6

This is just the vector formulation of the famous law of cosines you learned in trigonometry class, where 6
is the angle between the vectors a and b. Now, recall that the cosine of a 90 degree angle is zeroN so
from this equation, it is clear that a and b are orthogonal, i.e. the angle between them is 90 degrees, if
their dot product is zero.

If a vector has length one, we call it a unit vector. We can always form a unit vector that points in the
same direction as an arbitrary vector b by applying the formula

(Recall that multiplying or dividing a vector by a scalar means multiplying or dividing each component of
the vector by the scalar.)

Finally, we can find the projection of a vector a in the direction of a unit vector u by computing the dot
product between them

all =|Llr# 6

LetOs consider an example for the case of threedimensional vectors. We note that (1, 0, 0), (0, 1, 0), and
(0, 0, 1) are all unit vectors; furthermore, they are all orthogonal to each other because the dot product
between any pair of them is zero. Of course (1, 0, 0) points in the direction of the x-axis, (0, 1, 0) points in
the direction of the y-axis, and (0, 0, 1) points in the direction of the z-axis. Because these three unit
vectors are all orthogonal to each other we say these vectors are orthonormal to each other (here
OnormalO refers to the fact that the vectors have a length offl theyOve been normalized).

Now, let x" = (X0, X1, X2) be an arbitrary vector in 3D space. (The superscript OTO means transpose; when
we write a vector horizontally we refer to it as the transpose of the vertical vector. But | may be sloppy at
times and let the context make clear whether a vector is horizontally or vertically oriented.) The dot
product of x with (1, 0, 0) is Xo, the dot product of x with (0, 1, 0) is x;, and the dot product of x with (0, O,
1) is X,. In other words, Xo, X1, and x; are the projections of the vector x in the directions of the x, y, and z
axes.

Copyright © 2011 Cardinal Peak, LLC



January 21, 2011 ¥ Page3

Furthermore, the unit vectors (1, 0, 0), (0, 1, 0), and (0, 0, 1) form an orthonormal basis for the set of all
3D vectors because any 3D vector can be written as a scaled sum of these three vectors. In particular:

Tylg!h)) D ooty iy, o,1)

Now weOre ready for a key insight into transformsThe vectors (1, 0, 0), (0, 1, 0), and (0, 0, 1) are not the
only orthonormal basis vectors. For example, one easy way to get another set of orthonormal vectors is to
rotate the unit vectors that point in the x-axis and y-axis directions by 45 degrees, while leaving the (0, O,
1) vector unchanged. Doing this we get the three unit vectors (0.707, 0.707, 0), (-0.707, 0.707, 0), and (0O,
0, 1). It is easy to compute the dot product of every pair of these vectors and show that they are mutually
orthogonal; it is also easy to see that all the vectors have a length of 1. What if we take the projection of
(Xo, X1, X2) onto each of these new vectors? We get

yooo=  (turouzoziny r, gty o= e 4oty
yo b (=77 o) Hixg g, b)) = LA L DTN
I, ! (ORRIDRECERINNIND ! X
(eq. 1)
Now we can express the vector x" as a sum of these three new unit vectors as follows:
Colylx) b 1y ey rme iy 1)
(eq. 2)

In other words, given the three projections yo, y1, and y,, we can reconstruct the numbers Xo, X1, and X,
from them by using them to scale their corresponding unit vectors and then adding up the scaled vectors.

In fact, for any set of three orthonormal vectors, we can compute the projection of x onto each of the
vectors, and given these projections, we can reconstruct x exactly as demonstrated above. Conceptually,
we Otransform® into y by computing the projections onto the unit vectors of our orthonormal basis (eq.
1); given y, we Oinverse transformO back t® by using the components of y to scale the basis vectors and
then add them up (eq. 2). Every set of orthonormal basis vectors defines a transform.

When the goal is to compress the vector (i.e., the discrete signal) x, then it may be easier to first
transform x into a new vector y and compress y instead. Of course, given y, the receiver can apply the
inverse transform to recover the original vector x. If the right orthonormal vectors are chosenN in other
words, if the right transform is usedN the benefit can be dramatic! !but more on thatin S ection 3. First,
we need to develop a more efficient formulation of the above concepts using matrix notation. That will be
the topic of Section 2.

2. Matrix Representation and 2D Transforms

The view of transforms introduced in Section 1 can be efficiently expressed using matrix notation. | will
assume that readers are familiar with three concepts from matrix algebra: matrix multiplication, the matrix
transpose, and the inverse of a matrix.

Consider an arbitrary set of n orthonormal unit vectors. As discussed in Section 1, these vectors define a
transform (see eq. 1 in Section 1). Eq. 1 can be compactly written in matrix form as

(eq. 1m)

where A is the matrix that has as its rows the orthonormal basis vectors that define our transform (recall
that the superscript T means we write the vector as a row):
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In other words y, the transform of x, is obtained by a matrix multiplication. The matrix multiplication gives
us the projections of x onto the basis vectors. How about the inverse transform? With respect to eq. 1m
we can left-multiply both sides by the inverse of the matrix A to obtain

or equivalently

x=!"'1

So the inverse transform is also a matrix muItiPIication. Furthermore, because the rows of A are a set of
orthonormal vectors, the inverse of A is just A'! (Note that IOm limiting our discussion to vectors and
matrices with real-valued components; however, the ideas presented here are easy to generalize to
complex numbers. Complex valued matrices and vectors are needed for the DFT, but the most popular
transforms for image compression, including the DCT, can all be computed with real arithmetic.)

To see that A™ is the transpose of A, ponder the following matrix equation until the orthonormality of the u
vectors makes it clear that the equation is true:

mm

! !0!!'!! 1
Note the integral role that the dot product plays at every step. Multiplying two matrices together is just
computing the dot product between the appropriate row and column. To compute the i, jOth component of

the product of two matrices, we compute the dot product between the i'th row of the left matrix and the jOth
column of the right matrix.

Pulling all this together we have the following sequence of equations for the inverse transform:
[ !X

L (E! w1t N !_1!!)}’
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(eq. 2m)

The last equation in this sequence makes clear that x is reconstructed as a linear combination of the
orthonormal basis vectors and that the components of y provide the appropriate weights.

When dealing with a digital image, it is natural to think of the signal as being inherently two-dimensional.
After all, digital images comprise multiple rows of pixels. In other words, the image to be transformed is
itself a matrix! Of course, we could concatenate the rows of an image one after another and turn the 2D
image signal into a one-dimensional signal, but it is better to confront the 2D nature of image data head
on. The transform perspective we outlined above is based on a 1D perspective. How can we extend it to
deal with 2D data?

It turns out that a large class of important transforms, including the DFT and the DCT, are separable. This
means that a two-dimensional data matrix like an image can be 2D transformed by doing a 1D transform
on all the columns, storing the transformed columns in an intermediate matrix, and then doing a 1D
transform on all the rows of the intermediate matrix. Fortunately, this process can also be easily
expressed with matrix operations. Consider the following equation, where A is our 1D transform matrix
and X is a 2D data matrix

Now X is nothing more than a collection of 1D column vectors, and the matrix multiply operation
transforms each column of X using the matrix A. So the matrix W is the intermediate matrix mentioned
aboveN the matrix obtained by transforming all the columns of X. Now consider the following:

Recall that A" is just

A (L)

So we see that this matrix multiply operation transforms each row of W. In other words, the matrix Y is the
desired 2D transform and we can write

troam T

(eq. 3)

With respect to the inverse transform, recalling that Alis AT, we can left multiply eq. 3 by A", and right
multiply the result by A to get the following expression for the 2D inverse transform

(eq. 4)

It is natural at this point to ask the following question: What plays the role of basis vectors in 2D
transforms? The answer is basis matrices. Before deriving an expression for the basis matrices, it is
convenient to introduce some new notation. Let the matrix 1;; be the matrix with a 1 in location i,j and a 0
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in all other locations (here i indexes the row and j indexes the column). Let y;; denote the component of Y
in row i and column j. Finally, we define the OproductO of two vectora and b as follows (note that this
vector product is nothing more than standard matrix multiplication of an n-by-1 matrix with a 1-by-n
matrix):

L O I O D DO B O Y
o ! ! ! ! !

Lot Tl an gy ! P by

Now weOre ready to rewrite eq. 4 and obtain expressions for the basis matricesWe proceed by first
writing Y as a sum of n’ appropriately weighted 1;; matrices (i and j each vary from 0 to n-1 as we step
through every row and column in the Y matrix). Then we distribute the matrix multiplications and simplify.
Mathematically, we have the following:

! ! 1T
Pl AL+ b+ yna o)
Dot by Pl 1 AN g A D g !
rol !0!!!_!25! !!!!Eo!_!!! ool !!!!!!!!!_!lil_rTu!
X ! Yol P b on +E E virie b i
(eq. 5)
where the i, jOth basis matrix is given by
T

P bl

From eq. 5 it is clear that there are n’ basis matrices and that the i, jOth matrix is scaled byy;; in order to
reconstruct X. Furthermore, the basis matrices have a certain intuitive appeal. They are constructed by
taking every possible product of the basis vectors.

In Section 3, IOl pulall this together with an example, and discuss the discrete cosine transform (DCT), a
transform useful for image compression.

3. The DCT and Why Transforming is Valuable

Now that we have stepped through some of the rationale behind simple transforms, and contemplated
how transforms can be applied to two-dimensional input matrices, it is time to discuss the basis for almost
all media compressionN the discrete cosine transform, or DCT.

The basis vectors for the size N DCT transform are given by

" "
u ! ()M (!—!! W)
where j indexes the vector column and

IV o
L(k)! !
JITNWHS%E ($

Of course both k and j vary from 0 to N-1 (recall that k indexes the transform matrix row). The following
matrix therefore defines the size 4 DCT transform:
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r on Il Il
N R 012706 ! 1I"#$ | OI"#$
o Il P AR 15
112706 ! ON"#$ 0N"#$ I

If you want to practice your matrix math, compute AAT for this matrix and verify that you get the identity
matrix |.

If you study the formula for the DCT basis vectors, youOll see thathey are sinusoidsN as k increases, the
frequency increases. All the values in row zero of the transform matrix are constant and each subsequent
row has a higher frequency than the one above it. You will also see that each sinusoid has a phase shift
that depends on k.

What do the basis matrices look like? Recall from eq. 5 of the last post that the i,jOth basis vector is given
by the vector product

A few representative basis matrices are shown below to provide a flavor for their structure.

tntooout 15 e
Ly [t oonr s ore
o b our 1t 125
I Y L O T 11
om#" 1113266 !.I"## ! 0.1353
Loy [ 118266 atEE 1 olna
COM T i3s3 rtee Lute# —111353
T TN 1T e 0 1=+ O L2l
ong" 111353 1" L
p 1 [1!3266 lowus 11w —118266 |,
R B> | ON"## 113266 | ~'®
P gt 1 on"#" —111353
ON"#S 1 ON"ES 111768 1 1 I'HS$
L[ -tuEs ratEs 1 LIYES 111768
T e 1 ontHS 14267 L LIMHS
—LI#S  LIMES L ON"ES  0N#S

In general, the basis matrices exhibit sinusoidal behavior on their rows, on their columns, or on both. This
makes sense when you consider that each is the product of two sinusoidal vectors! The picture below
shows all 16 of the basis matrices in pictorial form. In this picture, values that have a reddish hue are
negative, while grayscale values are positive. The OwhiterO a grayscale value the larger the positive
number it represents, while the brighter red a value, the smaller the negative number it represents.
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So why is it useful to transform blocks of data from an image as part of a compression algorithm? First,
any image can be partitioned into non-overlapping blocks of size N" N pixels (in our case 4-by-4). Each
block comprises 16 numbers, so we need to communicate an approximation of all 16 of these numbers to
a receiver in order to reconstruct an approximation of the block. Without compression, we would just send
each of the 16 numbers separately. Can we get by with sending fewer numbers?

Consider the special case where a block to be compressed is exactly equal to a scaled version of one of
our basis matrices. In this case, in order to communicate all 16 image numbers to a receiver, we only
need to send the position of the retained basis matrix and the scale factor to apply to it. In the general
case, if a 4"4 image block can be cl osely approximated by a linear combination of just a few of the basis
matrices, then it is desirable to transform the block first and just send the scale factors and positions of
the appropriate basis matrices. (Note that worst case the positions of the retained basis matrices can be
sent using 16 bits, one bit for each position. In practice, there are even more efficient ways to do it.)

For a specific example assume the following 4-by-4 block is a group of 16 pixels from an 8-bit black and
white image. Note that the block corresponds to a darker region in the lower left-hand corner and a
brighter region in the upper right-hand corner:

P g
- " 104 '"# 200
Sl 68 oy | .
53 " 71 1
!
The transform of this block is shown below
416! 1 186N 117 Hn
69.! (B rreenoormd
v I 621 1" 13 ! I
! [ ] L Hn

Now, what do we get if we keep only the five largest values in Y and inverse transform them? In other
words, what do we get if we inverse transform the matrix below?
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Computing the inverse transform with just these five components is equivalent to approximating the
original data by a linear combination of only five of the sixteen basis matrices. We get the following result

Mmoo I"g 155
e oM I"#
© 133 1" 143 188

mwom” 84 1"

Although many of the individual pixel values in this approximation are no longer exactly the original value,
the basic visual impression is preserved: The lower left-hand portion of the approximation is darker than
the upper right-hand portion.

A good transform for a particular signal packs most of the signalOs energy into the upper lefhand side of
Y. The best transform for a given signal depends on the signalOs statistics. It turns out that the DCT is a
particularly good transform for the statistics of imagesN and there is a computationally fast algorithm for
its calculation, which is important in real-world applications.

Now, imagine that you can adaptively decide which components of Y to keep on a block-by-block basis !
and that the choice of which coefficients you kept can be efficiently communicated to a receiver ! and
that the quantizer step size you used on each retained Y component can vary depending on its position.
At that point, you are well on your way to understanding MPEG-2, H.264, and similar transform-based
algorithms!

About Cardinal Peak

Cardinal Peak assists companies in bringing embedded products to market on a short timetable and with
very high certainty. We have deep expertise, specifically with building products having to do with video,
audio, or signal processing. We offer a full list of services, including technology architecture consulting,
high-level requirements definition, hardware design, embedded software design, system software design,
QA and documentation. We're 40+ people, based outside Boulder, CO, and we have been in business
for over 9 years.

Clients typically engage Cardinal Peak for one of three reasons: To assist in their business planning
process by offering extremely senior engineering insight; to deliver complete products or subsystems and
offload their internal management bandwidth; and to augment their internal teams with qualified staff
members.

You can read more about Cardinal Peak at our web site.

About Mike Perkins

Mike Perkins® technical background is concentrated in digital signal processing algorithms, video
compression and communications theory. Dr. Perkins co-founded Cardinal Peak in 2002. From 1999 to
2002, Dr. Perkins co-founded and served as VP of Engineering of Vantum Corporation, where he led the
on-schedule and on-budget development of the company® award-winning MPEG-over-IP product line.
Prior to starting Vantum, Dr. Perkins co-founded DiviCom, where he served as Director of Engineering for
video algorithm research, and later as Director of Engineering for IP over cable and satellite products.
Previously, Dr. Perkins served as staff engineer at Scientific-Atlanta, acting as SA® internal expert on
digital media compression. Dr. Perkins was an active participant on the MPEG-2 standards committee
and the ATM Forum; his work has resulted in numerous patents and publications. Dr. Perkins holds a
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Ph.D. and an M.S. in electrical engineering and an M.S. in statistics from Stanford University, and a B.S.
in electrical engineering from Kansas University.
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